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1 Executive Summary 

This document describes the distributed platform for Big DataStorage and Analytics that provides resources 

and functionalities for storage batch, and real-time processing of the big data. The platform combines and 

orchestrates existing technologies from Big Data and analytic landscape and sets a distributed and scalable 

run-time infrastructure for the data analytics methods developed in the project. The high-level architecture 

with its provided interfaces for cross-sectorial collaboration is presented. The solutions and technology 

options available for each logical component of the architecture are briefly explained.  

 

Thedevelopment approach in MONSOON is iterative and incremental, including threeprototyping cycles 

(ramp-up phase, period 1, and period 2).The physical architecture of the Big Data Storage and Analytics 

Platform as realized from high-level architecture and the chosen technology stack for a ramp-up phase 

deployment is thoroughly explained. The platform and its components have been deployed in TUK 

environment to provide simplified storage infrastructure for the collected monitoring data from both 

aluminium and plastic domains. The deployment setup and configuration of the physical and virtual 

infrastructures are also presented. 

 

An initial insight on various cloud providers and/or data platforms for the deployment of platform for next 

development phases is briefly outlined. However, the choice and the selection of a particular deployment 

option are dependent on the selected use-cases we want to realize in a specific development iteration. 
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2 Introduction 

2.1 Purpose, context and scope of this deliverable 

In the context of MONSOON work package structure, Task 4.2 (Big Data Storage and Analytics Platform) 

deals with the setup and deployment of distributed and scalable run-time infrastructure for the data analytics 

methods developed in project. It provides main integration interfaces for cross-sectorial collaboration 

between the site operational platform and cloud Data lab platform and programming interfaces for 

implementation of the data mining processes. 

 

Ramp-up phase is the first iteration of the MONSOON development cycle. We shall discuss initial version of 

the Big Data Storage and Analytics Platform that documents the high-level architecture, setup and 

deployment of the platform. The detailed description of the overall platform architecture and its components 

is thoroughly described in Deliverable D2.5 – Initial Requirements and Architecture Specification. The Big 

Data Storage and Analytics Platform is subject to change and evolve in next iterations as a result of 

architecture specification updates. 

 

The document is divided as follows. Section 3 covers the architecture of Big Data Storage and Analytics 

platform. It also describes the high-level architecture components, exposed interfaces and the candidate 

technologies which can be used to realize the platform. Chapter 4 presents the platform architecture as 

adapted for the ramp-up phase. Chapter 5 talks about the future deployment plans beyond ramp-up phase 

which includes discussion about the big data platform providers. 
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3 PlatformArchitecture and Components 

3.1 Overview 

Data of large volume can be acquired, stored, processed, and analysed in many different ways depending on 

various characteristics of the data itself and also on type of analysis performed on top of it. There are several 

sources of Big Data.Each of them produces data with different frequency, volume, or velocity, etc. The design 

of the right architecture and the choice of the right tools to build the Big Data platform aretherefore 

challenging tasks, and several factors have to be considered.  

 

The data analysis typeplays afundamental role. It is important to define whether the data is processed and 

analysed in real-time fashion, or rather in batches. Batch processing tasks are characterized mostly by 

processing of large volumes of data, when the data is not frequently updated, or is updated in batches and 

its processing does not require minimal latency. Data streams processing tasks are mostly characterized by 

the velocity of how the data are updated (often are updated in synchronous manner). Such tasks require very 

low latency and mostly real-time responses.  

 

Besides the analysis type, the types of analytical methods to be applied for data processing (e.g., predictive 

modelling, descriptive, ad-hoc query and reporting, etc.) are important. Another aspect is data frequency and 

size, which describes the amount of data expected and in what frequency they are updated. The knowledge 

ofthese attributes helps to determine the storage technologies and the pre-processing tools. Data type 

(transactional, historical, master data, etc.) and content format (structured, unstructured, or semi-structured.) 

also determinethe choice of the right storage solution, tools and techniques to be applied. 

 

3.1.1 Batch architectures 

In general, batch architectures are based on horizontal scaling of data processing tasks computation. Data 

are often divided into subsets, each subset is then processed on a distinctcomputation node in the 

distributed architecture. The distributed environment usually provides a set of API for developers, to develop 

the processing tasks. In general, in such architectures, two different types of nodes are available. On the one 

hand,computational nodes provide computational capabilities (CPU, memory) and run designated sub-tasks 

processing assigned subsets of data. On the other hand, schedulers manage the process of dataset division 

and sub-tasks distribution and assignment. This can be done in dynamic fashion, based on actual resource 

usage data and available resources. Ascheduler also checks the actual state of computational nodes and 

manages the faults when a computational node fails. 

 

3.1.2 Stream architectures  

In case of stream architectures, data are updated frequently and often each update has to be processed near 

real-time. Very low latency between receiving and processing of the data is often required. Processing of 

each data update is usually modelled as a data flow in form of DAG (directed acyclic graph), where the graph 

nodes represent the data operations. Scheduler then plans and assigns the operations to particular graph 

nodes and takes into an account computational resources and network capacity. Querying of such data can 

be performed through time windows (e.g. count the hashtags occurred during last week). Receiving 

messages can be temporarily stored in order to balance the update frequency (e.g. in case of sudden 

“message storm”). 

 

3.1.3 Hybrid architectures 

Frequently, the combination of both approaches is necessary. It is needed to analyse the frequent data 

updates as well as to perform the process the large volumes of the historic data. Such combined architecture 

then consists of a fast layer, which processes the streaming data in near real-time and is optimized to high 
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velocity of data streams, and a batch layer responsible for processing of the historic data. Service layer then 

serves as a unified interface for clients and aggregates the results from both, batch and stream jobs.  

 

3.1.4 Components and Interfaces 

The initial architecture for the Big Data Storage and Analytics Platform addresses both batch and real time 

processing problems. The platform combines existing components to address big data problems in the 

current project. The proposed solution is aimed to get the data from the factory environments with the help 

of different messaging protocols followed by real-time processing or storage of the data for further 

processing in later stages.  The overall architecture, components used and the interfaces provided by the 

platform is discussed in the upcoming subsections of this chapter. 

 

3.2 High Level Architecture 

The Big Data Storage and Analytics Platform provides resources and functionalities for storage and batch and 

real-time processing of the Big Data. It provides main integration interfaces between the site Operational 

Platform and cloud Data Lab platform and programming interfaces for implementation of the data mining 

processes. The architecture of Big Data Storage and Analytics Platform is depicted in Figure 1. However, the 

overall architecture and its components arethoroughly described in Deliverable D2.5 – Initial Requirements 

and Architecture Specification. 

 

 

Figure 1Big Data Storage and Analytics Platform architecture 

 

The objective of the platform is to combine and orchestrate existing technologies from Big Data and analytic 

landscape and setup a distributed and scalable run-time infrastructure for the data analytics methods 

developed in the project. Therefore, as a summary, we present below the list of Big Data Storage and 

Analytics Platform components with corresponding technologies that can be used. In subsequent sections, 

some of these technologies and solutions will be brieflydescribed. 
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High level architecture component Technologies 

Distributed File System HDFS 

Distributed Database 

Apache Drill 

Apache Impala 

Apache Hive 

Distributed Data Processing Framework  

Batch: MapReduce, H2O, YARN 

Stream: Storm, Samza 

Hybrid: Spark,Flink, Apex, Tez 

Functions Repository/Algorithms and Models 

Mahout 

H2O 

Spark MLlib 

FlinkML 

Python Data Science Stack (Numpy, Scipy, Scikit-

learn, Pandas, Theano, NLTK) 

ProBT 

Chainer 

Tensor Flow 

XgBoost 

Messaging Service 

Apache Kafka 

Apache Mosquitto 

Apache Sqoop 

Apache Flume 

Data Replication Service Apache Knox 

Configuration and Monitoring 

Apache Ambari 

Cloudera Manager 

MapR control system 

Apache Zookeeper 

Table 1 Technology options for architectural components 

 

3.2.1 Platform Interfaces 

We present below the interfaces provided by the platform for cross-sectorial collaboration. 

 

Data Replication Service  

Data Replication Service provides an interface for uploading of the batch data between the Data Lab and 

Operations platform. The service should provide the interface to allow remote uploading of data into the 

distributed file system. Apache HDFS clients can connect to the HDFS distributed file system using the native 

RPC (Remote Procedure Call) protocol layered over the TCP/IP. Apache Hadoop provides native client API in 

Java language and standard REST HDFS API, which is suitable when client applications run inside a Hadoop 

cluster. To support the connection of applications that interacts with HDFS from the outside, WebHDFS can 

be used. WebHDFS provides HTTP REST API that enables clients to access HDFS using multiple languages 

without installing Hadoop on the client side. WebHDFS supports complete filesystem interface and enables 

the client applications to upload the data in the cluster, download or interact with the stored data, change 

permissions, create directory structure, etc.  
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Messaging Service  

The Messaging Service implements the interface for real-time communication between the Data Lab and 

Operations platforms. For this purpose, publish-subscribe messaging systems such as Apache Kafka could be 

used.Native Apache Kafka interface is based on the high-performance TCP/IP communication protocol with 

binary data format. Project provides native client libraries for various languages including Java, C/C++, C#, 

Python etc. Therearealso multiple implementation of the REST proxy clients which provide interface for 

publishing/consuming of messages using the HTTP/JSON protocol.  

 

MQTT (Message Queue Telemetry Transport) is a lightweight messaging protocol for use on top of the 

TCP/IP. It is a simple publish/subscribe protocol, designed for constrained devices and low-bandwidth, high-

latency networks. Eclipse Mosquitto is an open source message broker that implements the MQTT protocol. 

It is fully compliant with the MQTT 3.1 and 3.1.1 protocol versions. Messages sent to the MQTT broker can be 

forwarded to Apache Kafka using the MQTT to Kafka Bridge. 

 

 

Functions Repository Interface 

The Functions Repository Interfaceserves as container of predictive data mining methods and tools 

developed within the MONSOON platform. Predictive functions (as well as applied preprocessing methods) 

will be available through one of the interchange formats. There are several formats to be considered. Models 

can be (depending on used machine learning tools) stored in native format and deployed in the run-time 

container via some virtualization tool (e.g. Docker). Another option includes the use of independent formats 

such as PMML or PFA. PMML (Predictive Model Markup Language) is the XML-based format used to describe 

the predictive models produced by data mining algorithms. PMML enables to describe several kinds of 

simple data transformations (normalization, discretization, etc.) and the model itself. As the alternative 

solution, the PFA (Portable Format for Analytics) provided by DMG (Data Mining Group) can be used. It is a 

JSON-based format for models and data transformation. 

 

3.3 Distributed File System 

The Distributed File Systemwill store monitored data integrated across the sites in a secure and reliable way.It 

is a repository for structure and unstructured data and all artefacts (i.e. models, predictive functions, 

configuration files, deployment descriptors, validation reports etc.) produced during the whole life cycle of 

the development and deployment of the predictive functions. 

 

Distributed File Systems use network communication protocols to achieve to be the distributed variant of a 

local file systems. They aim to be transparent by providing the same interface and semantics as local files 

systems to access data. The Hadoop Distributed File System (HDFS)[1] is a mature open-source distributed 

file system that has proven to cope with Big Data. It clusters and replicates the data across various nodes for 

optimal access. HDFS relaxes a few POSIX[2] requirements to enable streaming access to file system data. It 

implements a write-once read-many access model, i.e. data can only be added, not modified. The main goals 

of Hadoop are to be fault tolerant, to provide streaming access to the applications, and to support large data 

sets. Hardware failure in Hadoop is the norm rather than the exception. Therefore, Hadoop is designed to 

manage failure of commodity hardware used in the cluster. 

 

Hadoop has a master/slave architecture as seen in Figure 1. An HDFS cluster has a single name node (master) 

to manage filesystem namespace and regulates access to files by clients. Name node manages mapping of 

data to multiple data nodes which are usually one per node in the cluster. Data nodes store the data. A data 

can be split into multiple datablocks(usually 60 or 128 MB) and can be shared by multiple data nodes. A 

single data block is stored in multiple datanodes in order to guarantee reliability. A single data node can 

store multiple data blocks belonging to multiple files. 
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Using HDFS has the following benefits:  

 Lower cost: Being open-source with Apache v2.0 and able to work on commodity hardware makes 

Hadoop a low-cost solution. This cost advantage lets organizations store and process orders of 

magnitude more data per dollar. In Big Data deployments, the cost of storage often determines the 

viability of the system.  

 Reliability: Hardware failure is the norm rather than the exception for HDFS.  Hadoop requires almost 

no manual intervention for its automated redundancy and failover tactics. This overcomes the major 

bottleneck for businesses that cannot afford any downtime, as it guarantees to keep the data store 

up and operational.  

 Big Data capability: Hadoop is built for applications using data in the range of thousands of 

gigabytes and terabytes. Files are supposed to be in gigabytes or terabytes. HDFS is developed to 

support these files. It is horizontally scalable by adding hundreds of nodes to the cluster.   

 Performance: Placement of replicas in a HDFS system differentiates itself from the other distributed 

file systems. Rack aware replacement policy improves the data reliability and efficient usage of data 

bandwidth.  

 Portability: The portability of HDFS overcomes the major bottleneck of data migration, which is a 

nightmare for data professionals.  

 

 

 

Figure 2 HDFS architecture 

 

Hadoop works well for massive data sizes, but it is not perfectly suited for medium sized data due to its 

architecture. Hadoop stores and reads data from disk assuming that the amount of data is too big to fit into 

memory. Although this is perfect for enormous sized data, it results in slower performance for data which 

could easily fit in memory. Hadoop works well in batches. It is ideal for long running jobs over larger datasets 

taking hours or days to finish. Therefore, it is not ideal for real time job analysis.  
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3.4 Distributed Database 

NoSQL and Hadoop ecosystem can cater the problems involving Big Data. In this section, we discuss 

different classes of NoSQL databases. 

 

3.4.1 NoSQL Databases 

Relational database management systems (RDMS) support well-structured data. Today's data sets include 

structured and unstructured data originating from a variety of data types. Data exists in high volumes and 

undergoes high rates of change. NoSQL databases are designed with these Big Data needs in mind. They 

support dynamic schema design and offer increased flexibility, scalability and customization compared to 

relational databases. NoSQL databases are modelled in means other than the tabular relations which are 

mostly seen in relational databases. This gives NoSQL databases more flexibility to deal with different set of 

data. The term "NoSQL" is commonly defined as "Not Only SQL" emphasizing that they support SQL like 

query languages for querying the data. 

 

Most of the NoSQL databases are horizontally scalable supporting higher amount of growing data. NoSQL 

uses different datastructures (key-value, column oriented, document or graph stores) other than the one 

used in relational databases to support faster operations for specific requirements. 

 

Key-value stores:In a key-value store every single item in the database is stored as an attribute name or key, 

together with its value, hence the name key value stores. The key-value model is one of the simplest non-

trivial data models. This simple model is extended to support richer features.  

 

Document stores:Document stores expand on the basic idea of key-value stores but they pair each key with 

a complex data structure known as a document. Documents can contain many different key-value pairs, key-

array pairs or even nested documents. Each document is assigned a unique key, which is used to retrieve the 

document. Document stores, in addition to searching the documents based on the keys, provide APIs to look 

up documents based on the contents of the document. 

 

Column-oriented stores:Column-oriented stores, instead of storing data in rows, are designed for storing 

data tables as sections of columns of data, rather than as rows of data. Each value in the column entry is a 

row value. Usually column entries are associated with timestamps. This type will be efficient when minimal 

number of columns have to be accessed at a time. 

 

Graph databases:Graph databases use graph structures with the data and their properties as nodes and 

relations as the edges of the graph.  Every data in the store is linked to each other through relations.  These 

databases map directly to the structure of object oriented applications. They can scale to larger datasets as 

they do not require expensive JOIN operations. SQL languages are not suitable for querying graph databases. 

Graph databases are usually queried with different query languages such as Graphlog[3]. 

 

Each category of NoSQL databases has its own strengths. As mentioned before a one-size-fits-all solution 

does not exist. Before selecting a database technology one should analyse the application and its usage 

patterns in order to find the best fit for the problem. 

 

3.4.2 Database Engines 

A database engine implements query federation strategy where multiple files in different formats are directly 

processed by dedicated database “drivers” and engine combines the final results. In this way, it will be 

possible to evaluate queries without the need to transform data to common format/schema, which can be 

problematic with very large dataset and require more computational resources. Apache Drill, Hive and Impala 

are three open-source database engines currently used in Big Data projects.  
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Impala and Drill provide SQL like interfaces to data scientists who are comfortable with SQL like interfaces to 

access data stored in clusters. Impalais the query enginewhich provides fast and interactive queries directlyon 

high amount of Apache Hadoop data stored in HDFS or HBase. On the other hand, Apache Drill supports 

SQL queries on variety of NoSQL databases and file systems. Drill supports HBase[4], MongoDB, MapR-DB[5], 

HDFS, MapR-FS, Amazon S3, Azure Blob Storage, Google Cloud Storage, Swift, NAS (Network Attached 

Storage)[6]and local files. The following table compares different aspects of Drill, Hive and Impala. However, 

the choice of a particular solution is dependent on the use cases and demonstrator scenarios.  

 

 

 
Apache Drill Hive Impala 

Description 

Schema-free SQL Query 

Engine for Hadoop, NoSQL 

and Cloud Storage 

data warehouse software for 

querying and managing large 

distributed datasets, built on 

Hadoop 

Analytic DBMS for Hadoop 

Database model 
Document store 

Relational DBMS 
Relational DBMS Relational DBMS 

Website drill.apache.org hive.apache.org 

www.cloudera.com/-

content/www/en-us/-

products/apache-hadoop/-

impala.html 

Developer Apache Apache Cloudera 

Implementation 

language 
 Java C++ 

Server operating 

systems 

Linux 

OS X 

Windows 

All OS with a Java VM Linux 

Data scheme schema-free JSON ✓ ✓ 

Typing ✓ ✓ ✓ 

XML support -  - 

Secondary indexes - ✓ ✓ 

SQL - - - 

APIs and other 

access methods 

API REST 

JDBC 

ODBC 

JDBC 

ODBC 

Thrift 

JDBC 

ODBC 

Supported 

programming 

languages 

C++ 

C++ 

Java 

PHP 

Python 

All languages supporting 

JDBC/ODBC 

Server-side scripts user defined functions ✓ ✓ 

Triggers - - - 

Partitioning 

methods 
Sharding Sharding Sharding 

Replication  selectable replication factor selectable replication factor 

http://db-engines.com/en/article/Document+Stores
http://db-engines.com/en/article/RDBMS
http://db-engines.com/en/article/RDBMS
http://db-engines.com/en/article/RDBMS
http://drill.apache.org/
http://hive.apache.org/
http://www.cloudera.com/content/www/en-us/products/apache-hadoop/impala.html
http://www.cloudera.com/content/www/en-us/products/apache-hadoop/impala.html
http://www.cloudera.com/content/www/en-us/products/apache-hadoop/impala.html
http://www.cloudera.com/content/www/en-us/products/apache-hadoop/impala.html
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methods 

MapReduce ✓ ✓ ✓ 

Consistency 

concepts 
none Eventual Consistency Eventual Consistency 

Foreign keys - - - 

Transaction 

concepts 

- - - 

Concurrency ✓ ✓ ✓ 

Durability 
Depending on the underlying 

data source 
✓ ✓ 

In-memory 

capabilities 

Depending on the underlying 

data source 
 - 

User concepts 
Depending on the underlying 

data source 

Access rights for users, groups 

and roles 

Access rights for users, 

groups and roles  

Table 2Feature matrix of database engines 

 

3.5 Messaging Service 

Data ingestion involves the process of obtaining the data and importing them for immediate processing or 

to store in a database or to a filesystem. It provides publish-subscribe messaging system for asynchronous 

real-time two-way communication between Operation and Data Lab platform. By decoupling the sender and 

receiver, the message broker hides the details of the various operating systems and network interfaces from 

the application developer and offers a common platform for sending and receiving messages thereby 

reducing the complexity of application development. It handles high volume of data coming from different 

sources and hence should be able to ingest the data quickly as soon as the data arrives.Data ingestion in 

addition can also be helpful for parsing the data and to transform the original data to a format expected by 

the receiver. Unformatted data is converted to format data during the processing. In this process, the data 

can also be filtered by removing irrelevant data. We briefly introduce some data ingestion systems below. 

 

3.5.1 Apache Sqoop 

Apache Sqoop
1
 is a tool designed for efficiently transferring data between structured, semi-structured and 

unstructured data sources. Sqoop provisions data from external systems on to HDFS. It supports wide range 

of relational and non-relation databases. Sqoop provides a pluggable mechanism for optimal connectivity 

and uses a connector based architecture. The Sqoop extension API provides a convenient framework for 

building new connectors which can be dropped into Sqoop installations to provide connectivity to various 

systems. Sqoop itself comes bundled with various connectors that can be used for popular database and 

data warehousing systems.Sqoop uses MapReduce to import and export data, hence providing parallel 

operations and reliability. 

 

                                                
1
http://sqoop.apache.org/ 
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3.5.2 Apache Flume 

Apache Flume
2
 is used to control the transfer of data streams: collecting from various sources and feeding it 

to a centralized data store. Flume agents are the independent JVM process that facilitates the transfer of data 

from external source to an external destination.  Flume agent provides interfaces for source and destinations 

called source and sink. The channels are the intermediate locations for storing events coming from the 

source till the sink consumes them. Consider a situation where the data from webserver to be stored in HDFS. 

In this scenario, webservers act as the sources connected to source interface of the flume agent. The data 

then flows through different channels followed by a sink interface connected HDFS. Considering an agent to 

be a single hop, these agents can be sequentially arranged to build a multi hop flow. Here are the features of 

Apache Flume. 

 Distributed –Flume runs on a cluster, which allows it to be scalable. 

 Reliable– A system is said to be reliable whenever it performs consistently well during the operation. 

Events passed to the stream are deleted only when the events have been stored in the channel of the 

next agent. 

 Recoverable – Events are staged in a channel, which is backed by a local file system. The events 

generated during system outage cannot be recovered. But Flume can restore all the events which are 

already received and can get those events processed in Spark Streaming. 

 

Flume is designed to pull data from various sources and push it in HDFS whereas Kafka is designed to 

provide data to many systems, where HDFS could be one of the systems. 

 

3.5.3 Apache Kafka 

Apache Kafka
3
 is a distributed publish-subscribe messaging system developed at LinkedIn to support mainly 

persistent messaging with high throughput. Kafka maintains feeds of messages in categories called topics. 

Each topic behaves as a commit log, i.e. an ordered, immutable sequence of messages, that is continually 

appended to. Message producers publish messages in a topic while message consumers subscribe to a topic 

to read the messages from it. Kafka brokers are stateless, i.e. consumers should keep track by themselves 

which messages they have consumed so far. This is what makes Kafka lightweight compared to other 

message passing systems. Messages are retained by the Kafka brokers for a configurable period of time, 

whether or not they have been consumed.  Below are the key features of Apache Kafka. 

 Distributed – Kafka can run on a set of servers called brokers. The brokers replicate data among 

themselves. This distributed architecture allows Kafka to be scalable. 

 Publisher-Subscriber System – It provides a topic based streaming system for Apache Spark 

Streaming to process. Consumer can subscribe and get messages from a topic. 

 Reliable – Messages passed to Kafka are persisted on disk and replicated to prevent loss of Data. 

Also, Kafka guarantees to preserve the order of messages received from a producer, i.e. messages 

received from a producer are logged and passed downstream in the order the messages are 

received. 

 

3.5.4 Apache Mosquitto 

As already mentioned in section 3.2.1, MQTT(MQ Telemetry Transport or Message Queuing Telemetry 

Transport)
4
 is a widely used simple and lightweight messaging protocol. It implements a Publisher subscriber 

messaging system. It is designed for small devices with limited memory, unreliable networks, low bandwidth, 

like mobile devices. It is suitable for Internet of Things (IoT) use cases. MQTT is a centralized protocol with a 

                                                
2
 https://flume.apache.org/ 

3
https://kafka.apache.org/ 

4
https://mosquitto.org/ 
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central server.Mosquitto is a lightweight implementation of a broker that supports the MQTT v3.1 protocol. 

MQTT is an ISO standard (ISO/IEC PRF 20922) publish-subscribe-based "lightweight" messaging protocol for 

use on top of the TCP/IP protocol. The protocol defines 5 different methods for communication between 

multiple clients and a single server. The clients should connect() to it by establishing a TCP/IP connection. 

Once connected, clients can publish() messages to the server with a topic. The server then forwards the 

messages to the clients which subscribe() to the published topic. When the clients are no more interested on 

a specific topic, they can unsubscribe() from the topic. If the client wants to close the TCP/IP connection with 

the server, it can disconnect() from the server. 

 

A comparison of above described messaging solutions is presented below: 

 

Feature/Source 
Sqoop 

Kafka Flume Mosquitto 

Open 

Source/Proprietary 
Open source- 

Apache 

Open source – 

Apache 

Open source – 

Apache 

Open source – 

Eclipse 

Light Weight 
- - - ✓ 

Distributed 
- ✓ ✓ - 

Advantages 
Parallelizing 

data transfer, 

reliable,efficient 

Widely 

accepted 

architecture, 

suitable for any 

source type 

Suitable for log 

processing 

Fits the IoT use 

case, can be used 

to perform many 

IoT applications, 

mature and 

stable 

Application 
Import and 

export bulk of 

structured data 

General scalable 

stream 

processing from 

heterogeneous 

sources 

Log processing 

IoT, mobile 

devices, 

Lightweight, 

event processing 

Table 3 Comparison of messaging solutions 

 

3.6 Data Replication Service 

Similarly to Messaging Service intended for the real-time communication, Data Replication Service provides 

interface for uploading of the batch data between the Data Lab and Operations platform. This service 

provides REST-like interface which allows remote uploading of data. All operations defined by the web 

service interface are directly delegated to the Distributed File System, i.e. interface should support basic file-

oriented operations such as creation of the new file, writing/reading the content, deleting files or listing the 

files in the folders. 

 

3.6.1 Apache Knox 

Apache Knox is a component that provides a secure single access point to a Hadoop cluster. It aims to 

provide a perimeter security layer to the clusters. The Knox Gateway provides a single point of access to all 

REST services within the cluster. Knox supports the integration of various Hadoop stack services including the 
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Ambari, HDFS, YARN, Oozie etc. Currently, Knox handles the communication of clients with Distributed File 

System component via WebHDFS API.  

 

3.7 Distributed Data ProcessingFramework 

Processing frameworks compute over the data in the system, either by reading from non-volatile storage or 

as it is ingested into the system. Computing over data is the process of extracting information and insight 

from large quantities of individual data points.While the systems which handle this stage of the data life cycle 

can be complex, the goals on a broad level are very similar: operate over data in order to increase 

understanding, surface patterns, and gain insight into complex interactions. The processing frameworks have 

been grouped by the state of the data they are designed to handle. Some systems handle data in batches, 

while others process data in a continuous stream as it flows into the system. Still others can handle data in 

either of these ways. We introduce each type of processing as a concept before diving into the specifics and 

consequences of various available solutions. 

 

3.7.1 Batch Processing 

Batch processing has a long history within the Big Data world. Batch processing involves operating over a 

large, static dataset and returning the result at a later time when the computation is complete. The datasets 

in batch processing are typically: 

 bounded: batch datasets represent a finite collection of data; 

 persistent: data is almost always backed by some type of permanent storage; 

 large: batch operations are often the only option for processing extremely large sets of data. 

 

Batch processing is well-suited for calculations where access to a complete set of records is required. For 

instance, when calculating totals and averages, datasets must be treated holistically instead of as a collection 

of individual records. These operations require that state to be maintained for the duration of the 

calculations. 

 

Tasks that require very large volumes of data are often best handled by batch operations. Whether the 

datasets are processed directly from permanent storage or loaded into memory, batch systems are built with 

large quantities in mind and have the resources to handle them. Because batch processing excels at handling 

large volumes of persistent data, it is frequently used with historical data.The trade-off for handling large 

quantities of data is longer computation time. Because of this, batch processing is not appropriate in 

situations where processing time is especially significant. 

 

Hadoop MapReduce 

MapReduce
5
 is a programming model from Hadoop that allows processing of Big Data in parallel and 

distributed way in a cluster. MapReduce works on large clusters having commodity hardware. This mandates 

the model to be reliable and fault ready.MapReduce's processing technique follows the map, shuffle and 

reduce algorithm using key-value pairs. Map performs filtering and sorting of data in parallel. Reduce 

method performs the summary operation of the results obtained from the map function. Reduce is always 

performed after the map operation. MapReduce is mostly suited for tasks which can be decomposed into 

independent smaller subtasks and where the results can be combined to form an overall solution.  

 

Decomposing a data processing application into mappers and reducers is sometimes nontrivial. But, once an 

application is in the MapReduce form, scaling the application to run over hundreds, thousands, or even tens 

of thousands of machines in a cluster is merely a configuration change. As a consequence, MapReduce can 

                                                
5
 hadoop.apache.org/docs/r1.2.1/mapred_tutorial.html 
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solve problems that are used to take days, in hours or minutes with the traditional parallel processing 

techniques. This simple scalability has attracted the use of MapReduce model for many applications that 

process huge decomposable batch data.MapReduce v1 had the infrastructure to manage and monitor nodes 

to allocate job and monitoring. In MapReduce v2, this functionality has been moved into YARN. With 

addition of YARN, Hadoop clusters now support more variety of processing approaches and broader range 

of applications.  

 

Because this methodology heavily leverages permanent storage, reading and writing multiple times per task, 

it tends to be fairly slow. On the other hand, since disk space is typically one of the most abundant server 

resources, it means that MapReduce can handle enormous datasets. This also means that Hadoop's 

MapReduce can typically run on less expensive hardware than some alternatives since it does not attempt to 

store everything in memory.  

 

YARN 

MapReduce v1 with integrated resource management functionalities. This caused underutilization of clusters 

and issues with sharing the resources with non-MR applications running on Hadoop clusters. This is solved in 

MapReduce v2 wherein Resource management is isolated from MapReduce and moved into YARN.  YARN 

has two daemons, namely ResourceManager and NodeManager. The ResourceManager is the ultimate 

authority that arbitrates resources among all the applications in the system. The NodeManager is the per-

machine framework agent who is responsible for containers, monitoring their resource usage (CPU, memory, 

disk, and network) and reporting the same to the ResourceManager/Scheduler.With YARN Hadoop cluster is 

more flexible by supporting non MR applications, scalable by enabling thousands of clusters at a time and 

efficient by better utilization of clusters. 

 

H2O 

H2O
6
 is an open source framework written in Java that provides a parallel processing engine, analytics, math, 

and machine learning libraries, along with data pre-processing and evaluation tools. Additionally, it offers a 

web-based user interface, making learning tasks more accessible to analysts and statisticians who may not 

have strong programming backgrounds.  

 

For those who wish to tweak the implementations, it offers support for Java, R, Python, and Scala. H2O’s 

engine processes data completely in-memory using multiple execution methods, depending on what is best 

for the algorithm used. H2O’s data parser has built-in intelligence to guess the schema of the incoming 

dataset and supports data ingest from multiple sources in various formats. Inside H2O, a Distributed 

Key/Value store is used to access and reference data, models, objects, etc., across all nodes and machines. 

The algorithms are implemented on top of H2O’s distributed Map/Reduce framework and utilize the Java 

Fork/Join framework for multi-threading. The data is read in parallel and is distributed across the cluster and 

stored in memory in a columnar format in a compressed way. This is a method which breaks up a job into 

smaller jobs which run in parallel, resulting in dynamic fine-grain load balancing for MapReduce jobs as well 

as graphs and streams. They claim to be the fastest execution engine, but as of the time of this writing, no 

academic studies have been published which verify or refute these claims and further research is needed in 

this area.  

 

3.7.2 Stream Processing 

Stream processing compute over data as it enters the system. This requires a different processing model than 

the batch paradigm. Instead of defining operations to apply to an entire dataset, stream processors define 

                                                
6
 www.h2o.ai/ 
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operations that will be applied to each individual data item as it passes through the system. The datasets in 

stream processing are considered "unbounded". This has a few important implications: 

 The total dataset is only defined as the amount of data that has entered the system so far; 

 The working dataset is perhaps more relevant, and is limited to a single item at a time; 

 Processing is event-based and does not "end" until explicitly stopped. Results are immediately 

available and will be continually updated as new data arrives. 

 

Stream processing can handle a nearly unlimited amount of data, but it only processes one (true stream 

processing) or very few (micro-batch processing) items at a time, with minimal state being maintained in 

between records. While most systems provide methods of maintaining some state, steam processing is 

highly optimized for more functional processing with few side effects. Functional operations focus on 

discrete steps that have limited state or side-effects. Performing the same operation on the same piece of 

data will produce the same output independent of other factors. This kind of processing fits well with streams 

because state between items is usually some combination of difficult, limited, and sometimes undesirable. 

Then,while some kinds of state management are usually possible, these frameworks are much simpler and 

more efficient in their absence.This type of processing lends itself to certain types of workloads. Processing 

with near real-time requirements is well served by the streaming model. Analytics, server or application error 

logging, and other time-based metrics are a natural fit because reacting to changes in these areas can be 

critical to business functions. Stream processing is a good fit for data where you must respond to changes or 

spikes and where you're interested in trends over time. 

 

Apache Storm 

Apache Storm
7
 is anopensource and distributed real-time computation system for very fast processing of 

streaming data. Some of the applications of storm include real-time data management, data monetization, 

dashboards for operations, threat and anomaly detection. Storm is scalable and reliable. Storm is stateless 

and it manages distributed environments and clusters states using coordination framework Zookeeper. Here 

are the main concepts of Apache Storm. 

 Spout isa source of stream. It is the entry point of storm for arriving stream of data. 

 Streams are unbounded sequence of tuples that are processed by storm. They are created in 

parallel from distributed sources. Tuples are the list of ordered elements making the basic 

datastructures in storm. 

 Bolts are responsible for processing the data. Their responsibilities include filtering, aggregation, 

joining and interaction with databases. Bolts can do simple stream transformations. Doing 

complex transformations requires multiple connected bolts. 

 Stream Groupingspecifieshow the stream should be partitioned among multiple bolts for complex 

transformations. 

 Topologies are the graphs of connected spouts and bolts along with stream groupings. Storm 

topologies are analogous to MapReduce jobs, with an exception that topology runs for ever for 

stream processing (unless interrupted). 

 

The idea behind Storm is to define small, discrete operations using the above components and then 

compose them into a topology. By default, Storm offers at-least-once processing guarantee, meaning that it 

can guarantee that each message is processed at least once, but there may be duplicates in some failure 

scenarios. Storm does not guarantee that messages will be processed in order. Apache storm need an 

external distributed messaging system or queuefor data ingestion. The real-time messages obtained from the 

messaging system is read by the Spouts and converted to tuples to be used by Storm.  

 

 

                                                
7
 storm.apache.org 
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Apache Samza 

Apache Samza
8
 is a distributed stream processing framework. It uses Apache Kafka for messaging, and 

Apache Hadoop YARN to provide fault tolerance, processor isolation, security, and resource 

management.Samza is designed specifically to take advantage of Kafka's unique architecture and guarantees. 

It uses Kafka to provide fault tolerance, buffering, and state storage.Samza relies on Kafka's semantics to 

define the way that streams are handled. Because Kafka represents an immutable log, Samza deals with 

immutable streams. This means that any transformations create new streams that are consumed by other 

components without affecting the initial stream.Here are the main concepts of Apache Samza. 

 Steamis composed of immutable messages of a similar type or category jobs. 

 Jobis a code that performs a logical transformation on a set of input streams to append output 

messages to set of output. 

 Taskis the unit of parallelism of the job, just as the partition is to the stream. Each task consumes 

data from one partition for each of the job’s input streams. 

 Dataflow Graphis composed of multiple jobs, where the edges are streams containing data, and 

the nodes are jobs performing transformations. This composition is done purely through the 

streams the jobs take as input and output. The jobs are otherwise totally decoupled: they need 

not be implemented in the same code base, and adding, removing, or restarting a downstream 

job will not impact an upstream job. 

 Containersare the unit of physical parallelism, and a container is essentially a UNIX process (or 

Linux cgroup). Each container runs one or more tasks. 

Samza is able to store state, using a fault-tolerant checkpointing system implemented as a local key-value 

store. This allows Samza to offer an at-least-once delivery guarantee, but it does not provide accurate 

recovery of aggregated state (like counts) in the event of a failure since data might be delivered more than 

once.Samza offers high level abstractions that are in many ways easier to work with than the primitives 

provided by systems like Storm. Samza only supports JVM languages at this time, meaning that it does not 

have the same language flexibility as Storm.Apache Samza is a good choice for streaming workloads where 

Hadoop and Kafka are either already available or sensible to implement. Samza greatly simplifies many parts 

of stream processing and offers low latency performance. It might not be a good fit if the deployment 

requirements are not compatible with your current system, if you need extremely low latency processing, or if 

you have strong needs for exactly-once semantics.Here is the comparison of stream processing engines: 

 

 

 Apache Storm Apache Samza 

Latency Milliseconds Milliseconds 

Throughput 10k+ records per node per second 
100k+ records per node per 

second 

Stateful operations ✓ - 

Language support JVM languages 
JVM languages + Ruby, Python, 

JavaScript, Perl. 

Best use cases Filtering, joining, reprocessing Filtering, counting 

Community support Less better 

Table 4 Comparison of Streaming Frameworks 

 

                                                
8
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3.7.3 Hybrid Processing Systems (Batch and Stream) 

Some processing frameworks can handle both batch and stream workloads. These frameworks simplify 

diverse processing requirements by allowing the same or related components and APIs to be used for both 

types of data. The two frameworks described below (Apache Spark and Flink) achieve this in different ways. 

This is largely a function of how the two processing paradigms are brought together and what assumptions 

are made about the relationship between fixed and unfixed datasets. 

 

While projects focused on one processing type may be a close fit for specific use-cases, the hybrid 

frameworks attempt to offer a general solution for data processing. They not only provide methods for 

processing over data, they have their own integrations, libraries, and tooling for doing things like graph 

analysis, machine learning, and interactive querying. 

 

Apache Spark 

Apache Spark
9
 is a next generation batch processing framework with stream processing capabilities. Built 

using many of the same principles of Hadoop's MapReduce engine, Spark focuses primarily on speeding up 

batch processing workloads by offering full in-memory computation and processing optimization.Spark can 

be deployed as a standalone cluster (if paired with a capable storage layer) or can hook into Hadoop as an 

alternative to the MapReduce engine. Unlike MapReduce, Spark processes all data in-memory, only 

interacting with the storage layer to initially load the data into memory and at the end to persist the final 

results. All intermediate results are managed in memory.Spark Core makes the main component of Spark 

project. All functions are built above it. It provides memory management, fault recovery, job scheduling, job 

distribution, job monitoring on a cluster and interaction with storage systems 

 

Spark introduces the concept of an RDD, an immutable fault-tolerant, distributed collection of objects that 

can be operated on in parallel. This (mostly) in-memory data structure gives the power to Spark's functional 

programming paradigm. It is capable to perform large batch calculations by pinning memory. An RDD can 

contain any type of object and is created by loading an external dataset or by distributing a collection from 

the driver program.RDDs support two types of operations: 

1. Transformations: operations that are performed on an RDD and which yield a new RDD containing 

the result; 

2. Actions: operations that return a value after running a computation on an RDD. 

 

By default, each transformed RDD may be recomputed when an action is run on it. However, RDDs can be 

persisted in memory using the persist or cache method, in which case Spark will keep the elements around 

on the cluster for much faster access the next time it is queried.  

 

Stream processing capabilities are supplied by Spark Streaming. Spark itself is designed with batch-oriented 

workloads in mind. To deal with the disparity between the engine design and the characteristics of streaming 

workloads, Spark implements a concept called micro-batches. This strategy is designed to treat streams of 

data as a series of very small batches that can be handled using the native semantics of the batch engine as 

shown in Figure 3. Spark Streaming works by buffering the stream in sub-second increments. These are sent 

as small fixed datasets for batch processing. In practice, this works fairly well, but it does lead to a different 

performance profile than true stream processing frameworks. 

 

Beyond the capabilities of the engine itself, Spark also has an ecosystem of libraries that can be used for 

machine learning, interactive queries, etc. Spark tasks are almost universally acknowledged to be easier to 

write than MapReduce, which can have significant implications for productivity. The user has control over 

                                                
9
 spark.apache.org 
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data persistence, which implies that he must perform memory management manually for efficient resource 

handling. 

 

 

Figure 3Sparkstreaming 

While in-memory processing contributes substantially to speed, Spark is also faster on disk-related tasks 

because of holistic optimization that can be achieved by analysing the complete set of tasks ahead of time. It 

achieves this by creating Directed Acyclic Graphs (DAGs) which represent all of the operations that must be 

performed, the data to be operated on, as well as the relationships between them, giving the processor a 

greater ability to intelligently coordinate work. 

 

One other consequence of the in-memory design of Spark is that resource scarcity can be an issue when 

deployed on shared clusters. In comparison to Hadoop's MapReduce, Spark uses significantly more 

resources, which can interfere with other tasks that might be trying to use the cluster at the time. In essence, 

Spark might be a less considerate neighbour than other components that can operate on the Hadoop stack. 

 

Spark is a great option for those with diverse processing workloads. Spark batch processing offers incredible 

speed advantages, trading off high memory usage. Spark Streaming is a good stream processing solution for 

workloads that value throughput over latency. 

 

Apache Flink 

Apache Flink
10

 is open source framework for distributed stream processing. Flink uses the concepts of 

streams for all applications. In Flink’s term, batch is a finite set of streamed data.  Flink gives accurate results 

even when the incoming stream is out of order. Flink is stateful by maintaining a single application state 

across the clusters. Flink’s savepoints provide a state versioning mechanism makes it possible to update 

applications or reprocess historic data with no lost state and minimal downtime.Regarding streaming, Flink 

processes data streams as true streams, i.e. data elements are immediately pipelined through a streaming 

program as soon as they arrive.It is able to understand the concept of "event time", meaning the time that 

the event actually occurred, and can handle sessions as well. This allows to perform flexible window 

operations on streams and distinguishes Flink from Spark, which performs microstreaming.Flink provides its 

DataStream API to work with unbounded streams of data. The basic components that Flink works with are: 

 Streams are immutable, unbounded datasets that flow through the system; 

 Operators are functions that operate on data streams to produce other streams; 

 Sources are the entry point for streams entering the system; 

 Sinks are the place where streams flow out of the Flink system. They might represent a database 

or a connector to another system. 

 

Flink also supports both Java and Scala functional APIs. However, a wonderful and novel approach offered 

exclusively by Flink is to allow users to program at various levels of abstractions. This ranges from Meteor 

(highest), over Pact (middle), down to Neophele (lowest). Flink is designed to run on large-scale clusters with 

                                                
10
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many thousands of nodes, and in addition to a standalone cluster mode, Flink provides support for YARN 

and Mesos. 

 

 

 

Figure 4 Apache Flink architecture 

Another impressive feature of Flink is the ability to optimize user-created code. The Flink optimizer analyses 

the code submitted to the cluster and performs code optimization by analysing the user's map and reduce 

functions. The optimizer produces what it thinks is the best pipeline for running on that particular setup. This 

may be different if the cluster is larger or smaller. In terms of user tooling, Flink offers a web-based 

scheduling view to easily manage tasks and view the system. Users can also display the optimization plan for 

submitted tasks to see how it will actually be implemented on the cluster. For analysis tasks, Flink offers SQL-

style querying, graph processing and machine learning libraries, and in-memory computation. 

One of the largest drawbacks of Flink at the moment is that it is still a very young project. Large scale 

deployments in the wild are still not as common as other processing frameworks and there has not been 

much research into Flink's scaling limitations. With the rapid development cycle and features like the 

compatibility packages, there may begin to be more Flink deployments as organizations get the chance to 

experiment with it. 

 

Apache Apex 

Apache apex
11

 is a Hadoop YARN native platform for processing both real time and batch processing use 

cases. Unlike Spark and Flink, Apex is bound to YARN. It processes Big Data in-motion in a way that is highly 

scalable, highly performant, fault tolerant, stateful, secure, distributed, and easily operable. It is also stateful 

and maintains states with check points to make sure fault tolerance. Unlike Apache Flink, this does not 

support processing of out of order streams. Apex APIS are written in JAVA and is easy to operate. Apex is 

scalable, fault tolerant, secure and distributed. 

 

Apache Apex has two components: Apex core and Apex Malhar. Apex core provides generic APIs and 

handles the various operational concerns, such as state management, fault tolerance, scalability, security, and 

metrics. This frees users to focus on functional development, and lets platform provide operability support. 

                                                
11
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The core Apex platform is supplemented by Malhar, a library of connector and logic, parsing, stream 

manipulation, computational functions enabling rapid application development. These operators and 

modules provide access to HDFS, S3, NFS, FTP, and other file systems; Kafka, ActiveMQ, RabbitMQ, JMS, and 

other message systems; MySql, Cassandra, MongoDB, Redis, HBase, CouchDB, generic JDBC, and other 

database connectors.  

 

 

Figure 5 Apache Apex architecture 

 

Here is the comparison between hybrid data processing engines: 

 

 Apache Spark Apache Flink Apache Apex 

Latency Medium low Low 

Throughput High High high 

Fault tolerance RDD based checkpointing Checkpoiting states 
Checkpointing 

states 

Language support Java, Scala, Python, R Java, Scala Java 

Use cases 
Interactive analysis, single 

user environment 

Reliable/unreliable data 

sources, applications having 

state, Quicker data processing 

for large volume of data 

Applications 

having state, 

large volume of 

data 

Community support High Low Low 

Table 5 Comparison of hybrid streaming frameworks 
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3.8 Functions Repository/Algorithms and Models 

Functions library component serves as the container of predictive data mining methods and tools developed 

within the MONSOON platform. Predictive functions (as well as applied pre-processing methods) will be 

available through one of the interchange formats to be available for deployment in the run-time container. 

There are several formats to be considered. PMML (Predictive Model Mark-up Language) is the XML-based 

format used to describe the predictive models produced by data mining algorithms. PMML enables to 

describe several kinds of simple data transformations (normalization, discretization, etc.) and the model itself. 

As the alternative solution, the PFA (Portable Format for Analytics) provided by DMG (Data Mining Group) 

can be used. It is a JSON-based format for models and data transformation. 

 

Data prediction and analysis involves variety of statistical techniques such as data mining and machine 

learning techniques for analysing recent and historical data to predict the future or to identify special events 

such as anomalies. The machine learning algorithms address problems such as classification, regression and 

clustering. In addition, they can deal with dimensionality reduction, feature extraction, transformation of data. 

The machine learning techniques are selected based on the problem, type of data, and the application of the 

predictions and the frequency of incoming data. 

 

Spark MlLib 

Spark MlLib is a machine learning library of Spark. The library comes with machine learning algorithms for 

classification, regression, clustering and collaborative filtering. It supports feature extraction, transformation, 

dimensionality reduction and selection. This is widely accepted and used in production projects. Spark also 

facilitates robust analytics, with out-of-the-box algorithms and functions for complex analytics, machine 

learning and interactive queries. Spark’s main components include: 

 

 Low level application programming interface for common algebraic data structures, such as vectors, 

matrices or tensors and standardized library of optimized operations over these structures (i.e. BLAS 

– basic linear algebra subprograms). This API is intended for implementation of the new data mining 

algorithms. Should support GPU acceleration. 

 Data frame API for process of distributed structured data in the form of typed data records. This is 

the basic API for programming of all data mining phases from data pre-processing to building and 

validation of the predictive functions. API should be based on functional programming paradigm, i.e. 

API provides data structures and generic operations such as filter, map, and reduce over these 

structures and the application logic of the data mining process is implemented using the closures, i.e. 

functions passed as the attribute to the generic operations. API should unify processing of stream 

and batch data. 

 Library of scalable implementations for common data mining algorithms such as neural networks, 

decisions trees or linear/logistic regression etc. 

 Storage for predictive functions together with all settings required for deployment of the functions, 

especially it includes specification of all operations pre-processing of raw data to the inputs of the 

function and operations to process prediction of the function to the scoring output (diagnostic or 

control signals). 

 Web service interface for accessing exported functions and associated metadata (e.g. information 

about training data, algorithm settings, and accuracy on testing data etc.). 

 

FlinkML 

FlinkML is the machine learning library of Apache Flink. Due to its ability to process streaming data in real 

time, Flink is considered as good option for processing low data latency data and high fault tolerance on 

distributed systems on a large scale. Flink can be deployed on local JVM, standalone, Yarn and cloud. 

 

FlinkML has a Scikit-inspired pipeline mechanism which allows the data scientists to quickly build complex 

data analysis pipelines the way they appear in the daily works of data scientists.  Transformer stage is used to 
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modify the data, on the other side learner is used to train a model. The advantage of FlinkML is that it is 

designed for large scale machine learning, i.e. supporting machine learning models with millions to billion 

parameters. 

 

Apache MahoutMahout 

Apache Mahout
12

Mahout was initially developed for Hadoop MapReduce framework. Currently Mahout 

provides variety of premade algorithms for Scala+ Spark, H2O and Flink. Mahout also comes with Samsara, a 

vector math experimentation environment with R-like syntax which works at scale. 

 

Apache Mahout provides data science tools to automatically find meaningful patterns in the Big Data stored 

on HDFS. Mahout supports four main data science use cases. Namely Collaborative filtering, clustering, 

classification and frequent item set mining. Collaborative filtering and frequent set mining (where items in 

group are mined, e.g. items in a shopping cart) are majorly used for recommendations in online shopping 

applications.  

 

The algorithms of Mahout are written on top of Hadoop. Mahout uses Hadoop APIs to scale effectively in 

cloud. Mahout includes many MapReduce enabled clustering implementations including k-means, Fuzzy k-

means, and Dirichlet, Canopy and Mean shift algorithms. 

 

H2O  

H2O is open source software for Big Data analysis. The machine learning library scales statistics, machine 

learning and mathematics over Big Data.  It can process data from/to HDFS, NoSQL and SQL. The APIs are 

available in R, REST and JSON-APIs. 

 

Since H2O's algorithm implementations are distributed, this allows the software to scale to very large 

datasets that may not fit into RAM on a single machine. H2O currently features distributed implementations 

of generalized linear models, gradient boosting machines, random forest, deep neural nets, dimensionality 

reduction methods (PCA, GLRM), clustering algorithms (K-means), and anomaly detection methods, among 

others. The ability to create stacked ensembles, or "super learners," from a collection of supervised base 

learners is provided via H2O ensemble R package. The project Sparkling Water enables H2O’s library of 

advanced algorithms to run on Apache Spark workflows. H2O machine learning library includes support for 

deep learning, Generalized Linear Model (GLM), Gradient Boosting Machine (GBM), K-means, Distributed 

Random Forest. H2O allows online scoring and modelling in a single platform. 

 

Python Data Science Stack 

Distribution of the Python programming language for large-scale data processing, predictive analytics, and 

scientific computing, that aims to simplify package management and deployment. It comprises many libraries 

including but not limited to: 

 

 Numpy: fundamental package for scientific computing with Python. It provides support for large, 

multi-dimensional arrays and matrices, along with a large library of high-level mathematical 

functions to operate on these arrays. 

 Scipy: is an open source Python library used for scientific computing and technical computing. SciPy 

contains modules for optimization, linear algebra, integration, interpolation, special functions, FFT, 

signal and image processing, ODE solvers and other tasks common in science and engineering. 

 Scikit-learn: machine learning library for the Python programming language. It features various 

classification, regression and clustering algorithms. 

                                                
12

 mahout.apache.org/ 



 Model based control framework for Site-wide Optimization of data-intensive processes 

 

Deliverable nr. 

Deliverable Title 

Version 

D4.3 

Initial Big Data Storage and Analytics Platform 

1.0 2017/03/30 

Page 26 of 48 

 

 Pandas: library providing high-performance, easy-to-use data structures and data analysis tools for 

the Python programming language. In particular, it offers data structures and operations for 

manipulating numerical tables and time series. 

 Theano: numerical computation library for Python. In Theano, computations are expressed using a 

NumPy-like syntax and compiled to run efficiently on either CPU or GPU architectures. 

 NLTK: libraries and programs for symbolic and statistical natural language processing (NLP) 

 

ProBT 

ProBT is an advanced modelling, inference, and learning platform. It extends the Bayesian Networks 

framework by providing a structured programming language covering many applications among which are: 

 

 Dynamic Bayesian Networks; 

 HMM (Hidden Markov Model); 

 Kalman, extended Kalman, and Unscented Kalman filters; 

 Particle filters. 

 

It provides binding to many programming languages including python. 

 

Chainer 

Open source framework for deep learning models. 

 

TensorFlow 

TensorFlow is an open source software library for numerical computation using data flow graphs. Nodes in 

the graph represent mathematical operations, while the graph edges represent the multidimensional data 

arrays (tensors) that flow between them. It is widely used for machine learning applications. 

 

XgBoost 

XGBoost is an open-source software library which provides the gradient boosting framework. Its main 

strength lies within the high degree of adaptation of the objective function. 

 

Below is a comparison of supported machine and deep learning algorithms by chosen libraries. 

 

  

Mahout 
Spark 

MlLib 
FlinkML H20 

Python 

Data 

Science 

Stack 

ProBT 

 
Chainer TensorFlow XgBoost 

Interface 

language 
Java 

Java, 

Python, 

Scala 

Java, 

Scala 

R, 

Python, 

Java, 

Scala 

Python 

Java, 

C++, 

Python 

Python 

C++, 

Python 

Java 

Go 

C++, 

Python, 

R, Java, 

Scala, 

Julia. 

Associated 

platform 

MapReduce, 

spark (H2O 

and Flink in 

progress) 

Spark, 

H2O 
Flink H20 Spark - - - - 

Current 0.12.2 2.1.0 1.2.0 3.10.4.1 - 3.0 1.22.0 1.0 0.6 
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version  

Graphical user 

interface 
– – - - - - - - - 

Classification and regression 

algorithms 
       

 Decision tree – ✓ - ✓ ✓ - - - ✓ 

 Logistic 

regression 
✓ ✓ - - ✓ - - ✓ - 

 Naïve Bayes ✓ ✓ - ✓ ✓ ✓ - - - 

 Support 

vector 

machine 

– ✓ ✓ - ✓ - - ✓ - 

 Gradient 

boosted trees 
– ✓ - ✓ ✓ - - - ✓ 

 Random 

forest 
✓ ✓ - ✓ ✓ - - ✓ - 

 Adaptive 

model rules 
– – - - ✓ ✓ - - - 

 Generalized 

linear model 
– – - ✓ ✓ - - - - 

 Linear 

regression 
– ✓ ✓ ✓ ✓ - - ✓ - 

Clustering algorithms        

 k-Means ✓ ✓ ✓ ✓ ✓ - - ✓ - 

 Fuzzy k-

means 
✓ – - - ✓ - - - - 

 Streaming k-

means 
✓ ✓ - - ✓ - - - - 

 Power 

iteration 
– ✓ - - ✓ - - - - 

 Spectral ✓ – - - ✓ - - - - 
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clustering 

 CluStream – – - - - - - - - 

Collaborative filtering (cf) algorithms        

 User-based 

CF 
✓ – - - ✓ - - - - 

 Item-based 

CF 
✓ – - - ✓ - - - - 

 Alternating 

least squares 
✓ ✓ ✓ - ✓ - - - - 

Dimensionality reduction and feature 

selection tools 
       

 Principal 

component 

analysis 

✓ ✓ - ✓ ✓ - - - - 

 QR 

decomposition 
✓ – - - ✓ - - - - 

 Singular value 

decomposition 
✓ ✓ - - ✓ - - - - 

 Chi squared ✓ – - - ✓ - - - - 

Additional algorithms        

 Association 

rule learning 
✓ ✓ - - ✓ - - - - 

 Deep learning – – - ✓ - - ✓ ✓ - 

 Topic 

modelling 
✓ ✓ - - ✓ - - - - 

HMM - - - - ✓ ✓ - - - 

Augmented 

Bayesian 

network 

- - - - - ✓ - - - 

Bayesian 

Network 
- - - - - ✓ - - - 
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Kalman Filter - - - - - ✓ - - - 

Particle Filter - - - - - ✓ - - - 

Table 6 Comparison of supported machine and deep learning algorithms 

 

3.9 Configuration and Monitoring 

There are several choices of tools for management of Hadoop clusters available. Each major vendor of the 

Hadoop stack distribution provides the comprehensive tools for management, configuration and monitoring 

of the cluster. All three major vendors (Cloudera, Hortonworks, and MapR) offers management tools with 

similar capabilities. The main difference is the fact that Hortonworks provides an open-source, free tool in 

Ambari, while Cloudera and MapR offer their own proprietary software such as Cloudera Manager and MapR 

Control System. In both cases, the tools come free with free versions of Cloudera and MapR distributions, but 

more advanced features are tied to paid versions of the platform distributions (Cloudera Enterprise, MapR 

Enterprise). 

 

3.9.1 Apache Ambari 

Apache Ambari
13

 is the complete open-source framework for provisioning, management and monitoring of 

the Hadoop clusters. It provides the simplified deployment of the Hadoop services on cluster nodes, supports 

various environments (cloud, virtual, physical) and offers the web-based, wizard-driven interface so simplifies 

the process. Management-wise, it provides a single point for handling of the cluster operations, 

configuration and host controls. Ambari also provides a set of monitoring capabilities with support of health 

status monitoring, metrics visualization and alerts. Ambari is highly extensible and customizable with Ambari 

Stacks for bringing custom services under management, and with Views for customizing the Web UI. Views 

offer a way to plug-in UI capabilities for custom visualization, management and monitoring features in 

Ambari Web. In other words, Viewsarethe applications that are deployed into the Ambari container. There are 

several Views available for the users in standard Hortonworks distribution. Ambari User Views are: 

 

 Tez – the goal of Tez view is to understand and optimize your cluster resource usage. Using the view, 

you can optimize and accelerate individual SQL queries or Pig jobs to get the best performance in a 

multi-tenant Hadoop environment. 

 Hive – enables the users to write and execute the SQL queries, stores the history of the executed 

queries. It also provides the view of the execution plan to help the users to debug the query for 

correctness and performance tuning. 

 Pig – provides the interface to writing and running of the Pig scripts, including saving the scripts and 

loading. 

 Capacity Scheduler - helps the Hadoop operator setup YARN workload management easily to enable 

multi-tenant and multi-workload processing. This view provisions cluster resources by creating and 

managing YARN queues. This view contribution can be found here. 

 Files – file view represents the interface to the HDFS filesystem. It enables users to manage, browse, 

and upload the content of the HDFS filesystem. 

 

Ambari leverages several other open-source tools such as Ganglia for metrics collection and Nagios for 

system alerting (e.g. notifications when a node goes offline, etc.). Apache Ambari also provides APIs to 

integrate with existing management systems including Microsoft System Centre. 

 

                                                
13

 ambari.apache.org/ 
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3.9.2 Cloudera Manager  

Cloudera Manager is the end-to-end management application for Hadoop clusters. Using the Cloudera 

Manager, it is possible to deploy and operate the complete Hadoop stack. Cloudera Manager automates the 

installation process and deployment of the services. It also provides the real-time overview of the real-time 

nodes performance and usage as well as interface to configuration changes and also the reporting and 

diagnostic tools to optimize the cluster performance. Tool enables to configure, start, stop and 

restartservicesand roles; deploy client configurations; andmanage security across the cluster. Using the 

Cloudera Manager API, it is possible to Cloudera Manager with existingmanagement and monitoring tools. 

Among the advanced features offered by the Cloudera Manager (available in paid Cloudera subscriptions) 

are:  

 rolling upgrades – for staging the service updates and restarts sequentially across the cluster to 

minimize downtime; 

 rollbacks – for tracking of all actions and changes in configuration and ability to roll back to previous 

configuration; 

 automatedbackup and disaster recovery – automated snapshotting (and their management) and 

replication for HDFS, HBase, Hive etc.;  

 scheduled diagnostics – sending a snapshot to support teams for diagnostics; 

 support for the management of multiple clusters from the single instance of Cloudera Manager; 

 Activedirectory, LDAP and Kerberos integration. 

 

3.9.3 MapR Control System 

MapR distribution provides the MapR Control System (MCR) as the tool that provides a single place for 

administration, configuring, monitoring and management of the MapR Hadoop cluster. MCR offers two 

groups of features. MapR heat map provides an information about the health status of the Hadoop cluster 

and provides visualizations for current status of the nodes in the cluster including the more detailed 

properties of the nodes parameters. Job metrics gives better insight into the performance of the jobs 

deployed on the cluster including the utilization of the resources, failures and more detailed information 

about particular jobs.   

Paid version of the MapR Control System provides also several advances functions include: 

 Disaster recovery; 

 Point-in-time snapshots; 

 Advanced multi-tenancy.  

 

3.9.4 Apache ZooKeeper 

ZooKeeper
14

 is a centralized service for maintaining configuration information, naming, and providing 

distributed synchronization. ZooKeeper coordinates the distributed processes through a shared namespace 

of data registers (znodes), a file system-like data model. The service provides its clients strictly ordered access 

to znodes (low latency, high available access). Each znode can have data associated with it and znodes are 

limited to the amount of data that they can have. ZooKeeper was designed to store coordination data: status 

information, configuration, location information, etc.  

 

The ZooKeeper service itself is a distributed service and is replicated over a set of machines in the cluster that 

compare the service. When the ZooKeeper service starts, one of the available servers is elected as the leader. 

The main purpose of the leader is to order client requests that change the ZooKeeper state (write data from 

clients). 

 

                                                
14

 zookeeper.apache.org/ 
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Figure 6 ZooKeeper service architecture 

 

Each ZooKeeper server stores the znode hierarchy in-memory along with a transaction logs and snapshots in 

a persistent store. As the data is stored in-memory, the ZooKeeper service is able to get very high 

throughput and low latency numbers. The ZooKeeper service will be available when the majority of the 

ZooKeeper servers (strict quorum, e.g. on a cluster of five nodes, three of them needs to be down before the 

ZooKeeper service stops functioning) are available. The clients then are provided by the list of the servers and 

connect to a single one of the available servers. The particular client maintains TCP connection to that server 

and sends heartbeat (periodically pings the server to let it know it is connected), send requests and receives 

responses (if the connection breaks, client is re-connected to another server). 
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4 Ramp-up Phase Deployment 

We present the Big Data Storage and Analytics Platform architecture as adapted for a ramp-up phase. 

 

4.1 Architecture 

Figure 7 depicts the physical architecture of the Big DataStorage and Analytics Platform for the ramp-up 

phase. Following sections describe the particular components as well as interfaces to other components 

outside the platform. 

Figure 7 Physical architecture of the Big Data Storage and Analytics Platform 

 

Particular high-level architecture components are during the ramp-up phase realized by following 

technologies: 

 

High-level architecture component Technology deployed in ramp-up phase 

Distributed File System HDFS 

Distributed Database Apache Hive 

Distributed Data Processing Framework YARN, Apache Spark 

Functions Repository/Algorithms and models Apache Mahout 

Messaging Service Apache Kafka 

Data Replication Service Apache Knox 

Configuration and monitoring Apache Ambari 
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Table 7 Technologies mapping to architectural component inramp-up phase 

Concrete deployment on virtual infrastructure is described in 4.3.2 section. 

 

4.2 Storage for Collected Data 

 

For the ramp-up phase, infrastructure based on Hortonworks Hadoop distribution was deployed 

(deployment described in 4.2. chapter). Overall data flow in this phase is depicted on Figure 7. Big Data 

Storage and Analytics Platform can be accessed via interfaces distributed storage and messaging service 

interfaces. In the ramp-up phase, the data is obtained via files and FTP transfer (from the Historian Pi in 

aluminium domain and Euromap63 in plastic domain). Virtual process industries resources adapter (based on 

Apache Nifi, will be described in more detail in Deliverable 2.5) processes the input data from the various 

sources and feed the data into the Big Data storage platform using distributed storage or messaging service 

interfaces.  

 

 

Figure 8 Ramp-up phase data flow and interfaces 

 

 

4.3 Deployment Infrastructure 

For the ramp-up phase, the Monsoon Big Data Storage and Analytics Platform was deployed on the virtual 

infrastructure running on top of the physical servers. Following sections describe the underlying physical 

infrastructure, virtual infrastructure with deployed software stack and security aspects of the Ramp-up 

deployment. 

4.3.1 Configuration (hardware & software) 

Big Data Storage and Analytics Platform and its components are deployed on the cluster with virtual servers 

named master, node1, node2 and node3, another server which fulfils the role of the gateway and a virtual 

machine with Kerberos Key Distribution Server and Administration server (that will be described in 

Section4.3.3). Virtual servers are running on two dedicated physical virtualisation hosts. Network-attached 

storage (NAS) server is also connected to the cluster. The configuration of the cluster is depicted in more 

detail on Figure 10. Chapters above describes the physical infrastructure as well as the virtual infrastructure 

with deployed components in more detail. 

 

 

Physical infrastructure 



 Model based control framework for Site-wide Optimization of data-intensive processes 

 

Deliverable nr. 

Deliverable Title 

Version 

D4.3 

Initial Big Data Storage and Analytics Platform 

1.0 2017/03/30 

Page 34 of 48 

 

Physical infrastructure for the ramp-up phase consists of two dedicated physical servers. Each physical server 

has the following configuration: 

 24 logical CPU cores with Intel Xeon 3.5 GHz 

 96 GB operating memory 

 560 GB local disk storage (3x500 GB drives configured in RAID5) 

 3x 1Gbps network interfaces (NIS) 

 

Host servers are running Microsoft Hyper-V server 2012 R2 virtualization software. Both hosts are managed 

using the Microsoft System Centre 2012 R2 software (which includes Virtual Machine Manager) as a part of 

the larger private cloud. Both physical servers are dedicated to MONSOON project and no other virtual 

machines or services are deployed on these hosts.  

 

Network-attached storage (NAS) 

Data/worker nodes servers node1, node2, node3 are connected to the dedicated network-attached storage 

server using the iSCSI protocol. Storage is configured with one RAID 6 volume, which combines 10x 3TB hard 

drives. Volume is further divided to three iSCSI logical units (NUMs) mapped to three targets dedicated for 

each node server. Each target is hosted by dedicated network interface. 
 

Virtual infrastructure 

MONSOON cluster for Data Lab Big Data storage and Analytical platform components consists of four virtual 

servers (master, node1-3) with the following configuration: 

 12 logical CPU cores 

 44 GB operating memory 

 200 GB local drive mapped to the host physical drive 

 7.6 TB network attached drive connected to the NAS server using the iSCSI interface 

 1x1Gbps virtual network interface (VNIS) directly mapped to one physical NIS of the hosting 

virtualization server 

 

Another virtual server serves as a gateway and hosts security related components. 

 

Virtual servers are running CentOS 6.7 Linux operating system installed from the Minimal ISO distribution 

(http://vault.centos.org/6.7/isos/x86_64/). The following configuration changes were applied to all virtual 

hosts: 

 Fully qualified names of the all cluster servers are configured directly in /etc/hosts file; 

 Linux security module SELINUX is disabled; 

 Linux firewall iptables is disabled; 

 Local and network-attached drives are mounted with noatime parameter. POSIX specification 

requires that the system maintains time attribute for the last file access. It means that even read 

access to the file requires subsequent write operation to update file attributes. noatime parameter 

means that access time will be updated only after the write operation and not for the read 

operations, which improves file I/O performance; 

 Virtual memory swappiness is set to 1. The swappiness parameter controls how often the Linux kernel 

moves processes out of physical memory onto the swap disk. This can lead to slower response times 

for system and applications if processes are too aggressively moved out of memory; 

 Transparent huge memory pages (THPs) are disabled. THPs is a Linux kernel abstraction layer that 

automates creation, managing, and using of huge memory pages (i.e. pages larger than 4096 bytes). 

It was detected that swappable THPs can potentially lead to performance degradation of database 

applications; 

 Each server has configured automatic time synchronization service using the Network Time Protocol 

(NTP). Master server is synchronized with one of the NTP servers 

from http://www.pool.ntp.org/zone/europe pool. Nodes are synchronized with local master. 

http://vault.centos.org/6.7/isos/x86_64/
http://www.pool.ntp.org/zone/europe
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4.3.2 Software Stack 

All components of the ramp-up phase deployment were installed from Hortonworks HDP 2.5.3.0 distribution 

and configured by Apache Ambari management tool. Master node serves as the HDFS NameNode and 

ResourceManager, nodes node1-3fulfils the role of DataNodes and NodeManagers. The component diagram 

in Figure 9 shows the deployment of the particular components on top of the ramp-up infrastructure. 

 

Figure 9 Deployment of the components in the ramp-up phase 

 

Hortonworks HDP 2.5.3.0 stack contains Apache Hadoop HDFS in version 2.7.3. The Hadoop distributed file 

system (HDFS) is a distributed, scalable, and portable file system. Master node fills the role of NameNode, 

while nodes 1-3 serves as the DataNodes. Node1 was selected as the Secondary NameNode. Apache Ambari 

is deployed in version 2.4.0. Apache Ambari is a tool for provisioning, managing, and monitoring Apache 

Hadoop clusters. Ambari consists of a set of RESTful APIs and a browser-based management interface. 

Apache Ambari is using embedded PostgreSQL database server (which is deployed on master node).Apache 

Zookeeper is installed in version 3.4.6. Apache ZooKeeper is a centralised service for maintaining 

configuration information, naming, providing distributed synchronisation, and providing group services. For 

production deployment, it is recommended to run multiple instances of Zookeeper server configured in 

replica set. Current configuration is running three instances on master server as well as nodes node1 and 

node2. Note that we are running whole cluster on two physical servers. 

 

Apache Hive is a scalable data warehouse for large-scale data built on top of Hadoop. Hive provides an SQL-

like language (Hive-QL) and enables to query the data stored in various databases or filesystems integrated 

in the Hadoop ecosystem. Hive QL queries are converted and executed to the MapReduce jobs and can run 

on top of the YARN 
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Native Apache Kafka interface is based on the high-performance TCP/IP communication protocol with binary 

data format Kafka Broker is installed on gateway machine. The version of the Apache YARN is 2.7.3. In this 

deployment, master node was chosen as the ResourceManager and other nodes (node1-3) fills the role of the 

NodeManagers. 

 

In the current configuration, there are Apache Spark in two different versions (1.6.2 and 2.0.0) deployed. 

HistoryServer (provides web UI for the history of completed and running Spark jobs deployed on the cluster) 

runs on the master node, Spark Thrift Servers (to provide access to SparkSQL via JDBC or ODBC) runs on the 

node2 and node3. For rump-up phase, Apache Spark is installed for testing purposes and as a technological 

preview. It should be not used for building of models or processing of collected data. The purpose is to test 

performance of "stand alone" (Spark cluster built in the Hadoop cluster) and YARN deployment (use of YARN 

as the resource manager for Spark jobs). 

 

Other components 

Apache Zeppelin
15

is a web-based notebook for interactive data-analysis on top of the HDP platform. It 

enables the users to perform data exploration, analytical tasks, and visualization on top of the Spark and 

provides pluggable interpreters for Python, Scala, SparkSQL, Hive, Markdown, and Angular. Using such 

technologies, users can create wide range of analytical jobs as well as more complicated analytical workflows. 

Apache Livy is a service that enables REST interface to a Spark cluster. It enables a submission of the Spark 

jobs, results retrieval and SparkContext management using simple REST interface. 

Oozie server is a part of Apache Oozie
16

 which is a web based application for scheduling jobs deployed on 

the Hadoop cluster. Oozie enables to create the sequence of multiple jobs (MapReduce, Pig, Hive, etc.) into a 

single workflow.    

 

4.3.3 Security, Access and Authorization 

MONSOON Data Lab cluster is deployed on virtual machines running on two physical virtualization hosts as 

depicted on Figure 9. Virtual machines (gateway, master, node1, node2, node3 and kdc) are interconnected by 

the private virtual network 10.0.0.0/24 isolated from the underlying physical network using the Hyper-V 

network virtualization. It means that the packets sent between the virtual machines on the same physical host 

are never exposed to the physical network. Packets sent to machines on second host are encapsulated and 

sent through VLAN connection between two network interfaces (NIC1.2 and NIC2.1) connected by 1GBps 

switch isolated from physical network 147.232.202.0/24. Internet connectivity is provided only for gateway 

virtual machine, which is additionally connected to the physical network 147.232.202.0/24. Physical segment 

147.232.202.0/24 is a part of the network which is connected to the Internet through TUK firewall. Only 

registered and authenticated employees of the university have access to the university network. 

 

TUK firewall allows only the following ports to the gateway: 

 1883 TLS encrypted MQTT protocol 

 6667 TLS encrypted Kafka protocol 

 8443 TLS encrypted HTTP web service interface providing secure gateway to WebHDFS interface 

 

Physical and virtual infrastructure is managed by Microsoft System Centre 2012 R2 Virtual Machine Manager 

and only authorized cluster administrators have access to the virtual machine configuration and images. 

 

Besides of the isolation of cluster network from the physical segment, university network or internet, 

communication between the services deployed on the virtual machines on the 10.0.0.0/24 network is secured 

by the Kerberos authentication. Kerberos Key Distribution Server and Administration server is running on 

                                                
15

 zeppelin.apache.org/ 
16

oozie.apache.org/ 
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dedicated virtual machine kdc (no other services are running on this machine). The principals are assigned to 

the specific hosts (gateway, master, node1-3, kdc) and to each specific service running on the host (e.g. 

specific NameNode or DataNode service for Apache Hadoop HDFS installation, Kafka broker service for 

Apache Kafka installation, etc.). Kerberos is currently used for the authentication of hosts and services only, 

not for the authentication of cluster users, which will be implemented later when development and 

management tools with the user interfaces will be provided for the users. 

 

 

Figure 10 Network configuration 

 

For the ramp-up phase, Data Lab provides the service interfaces only (MQTT, Kafka and WebHDFS protocols). 

Communication with the clients is secured using the TLS protocol where the server (gateway) is authenticated 

by SSL certificate. No authentication is required from clients. Authentication of users are implemented only 

for the WebHDFS protocol using the basic HTTP authentication. The gateway users are isolated from the 

cluster users, and gateway is connected to the cluster by one proxy user with specific access rights. During 

the later phases, users and user identity will be unified and transparently propagated over the cluster and 

secured by Kerberos/LDAP authentication. 

 

Storage Security 

All data managed in the Data Lab (i.e. data collected from the production site(s) or produced during the 

processing or analysis) are divided to blocks which are distributed/replicated over the DataNode servers 

(node1, node2 and node3). Each DataNode stores data blocks in the encrypted directories. Data directories 

are primary located on the NAS (network-attached storage) connected using the iSCSI protocol. Each 

DataNode server has dedicated one NAS logical unit (NUMs). Connection to NUMs are authenticated using 

the CHAP protocol and only one connection to one NUM is allowed (i.e. when the data node connects to the 

NUM, no other client can connect to the same unit). 
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5 Future Deployment 

This chapter summarizes different infrastructure and platform providers for the Big Data and Analytics 

Platform beyond ramp-up phase. Section 5.1 introduces different cloud infrastructure providers for hosting 

cloud platforms. Section 5.2 discusses the popular Hadoop distributions available in the market. 

 

5.1 Infrastructure Providers 

An initial insight on various cloud providers and/or data platforms for deployment of the Platform beyond 

ramp-up phase.The current major cloud actors which provides Big Data services are: 

 

 Amazon AWS: https://aws.amazon.com/fr/ec2 

 Microsoft Azure: https://azure.microsoft.com/en-us/solutions/big-data 

 IBM: https://www.ibm.com/cloud-computing/us/en/cloud-solutions/big-data-cloud 

 

The services provided by the cloud providers are always changing and new major actors can possibly rise in a 

near future. The cost of a solution based on cloud providing platforms is clearly proving to be an obstacle to 

the development of a wide usage of the Monsoon solution.  

 

The next two tables give a general comparison of the features and prices (as per December 2016) of these 

major cloud actors: 

 

Features 
Providers 

 Google Cloud 
Platform 

AWS (Amazon 
Web Services) 

Microsoft 
Azure  

 Cloud Features 
& Management 

Hourly Pay-As-You-Go  ✓ ✓ ✓ 

Cloud Management 
Software 

 
proprietary proprietary proprietary 

One Account For All 
Locations 

 
✓ ✓ ✓ 

Web Interface  ✓ ✓ ✓ 

Mobile App  - ✓ - 

Languages 

 

English, Chinese 
Simplified, 

Chinese 
Traditional, 

French, German, 
Indonesian, 
Japanese, 
Korean, 

Portuguese, 
Russian, Spanish 

English English 

https://aws.amazon.com/fr/ec2
https://www.ibm.com/cloud-computing/us/en/cloud-solutions/big-data-cloud
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Terminal access  ✓ - - 

API  ✓ ✓ ✓ 

AWS-compatible API  - ✓ - 

OpenStack-compatible API  - - - 

Command line  ✓ ✓ ✓ 

Auto-scaling  ✓ ✓ ✓ 

Vertical scaling without 
reboot 

 
- - - 

Image from cloud server  ✓ ✓ ✓ 

Upload cloud server image  ✓ ✓ ✓ 

Download cloud server 
image 

 
✓ ✓ ✓ 

Mount CD/DVD ISO  - - - 

 Cloud Servers 

Hypervisor 
 

KVM Xen Hyper-V 

RAM 
 

0.6 GB - 416 GB 
630 MB - 1952 

GB 
768 MB - 448 GB 

CPU cores  1 to 8 1 to 60 (32 in West US) 

Storage 

 

1 GB - 64 TB 
Instance: 160 GB 

- 48 TB 
EBS: 1 GB - 20 TB 

1 GB - 32 TB 

Persistent instance 
storage 

 
✓ - ✓ 

Custom RAM & CPU ratio  - - - 

Independent storage size  ✓ - partial 

Burstable CPU  - partial - 

GPU instances  ✓ ✓ ✓ 

SSD Storage Available  ✓ ✓ ✓ 

Resource usage 
monitoring (CPU, RAM, 

disc, network, ...) 

 
✓ ✓ ✓ 

Turned off Cost 

 

storage only 
EBS storage if 

used, Elastic IP if 
used 

full 

 Images & 
Licenses 

Preinstalled cloud server 
images 

 
28 12000+ 102 

Windows license  ✓ ✓ ✓ 

SQL Server license  - ✓ ✓ 

RedHat Linux license  ✓ ✓ ✓ 
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Other licenses 

 

✓ ✓ ✓ 

Transfer MS License  ✓ - -  

 Transfer 

Transfer or bandwidth  transfer transfer transfer 

Free transfer in  ✓ ✓ ✓ 

Free transfer included 

 

- - 5 GB 

Pay-as-you-go  ✓ ✓ ✓ 

Transfer packages  - - - 

No Transfer Limit  ✓ ✓ ✓ 

Transfer per server or 
account 

 

account account account 

Free private transfer  ✓ ✓ ✓ 

Free transfer to 
dedicated/collocation 

 
- - - 

 Networking 

Free IP  ✓ ✓ 5 per account 

Mappable IP  ✓ ✓ ✓ 

Multiple IP per cloud 
server 

 
- ✓ - 

IP cost 
 

$0.01 per hour $0.005 / hour $0.004 per hour 

IPv6  - - - 

Private IP  ✓ ✓ ✓ 

Manage VLANs  ✓ ✓ ✓ 

Load balancing service  ✓ ✓ ✓ 

Load balancing type 

 

software software DNS 

 Security 

Encrypted storage  ✓ - - 

VLAN per customer  ✓ ✓   

Dedicated & cloud servers 
in single VLAN 

 
- ✓   

VPN  ✓ ✓ ✓ 

Firewall  ✓ ✓ ✓ 

 Locations Europe  ✓ ✓ ✓ 
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 Reliability & 
Failover 

SLA level 

 

99.9% 100% 100% 

Automatic failover to 
other server 

 
✓ partial ✓ 

Storage attachment 

 

network & local 
Instance storage: 

server EBS: 
network 

network 

RAID level 

 

      

Backup - snapshot  ✓ ✓ ✓ 

Backup - storage  ✓ ✓ ✓ 

 Services 

Cloud Files service  ✓ ✓ ✓ 

CDN service  ✓ ✓ ✓ 

DNS service  ✓ ✓ ✓ 

NoSQL service  ✓ ✓ ✓ 

SQL service  ✓ ✓ ✓ 

Memcache service  ✓ ✓ ✓ 

Dedicated servers  - - - 

Collocation  - - - 

 Support 

Response Time 

 

?? 

Average (not in 
SLA): 

1 min chat 
support 

1 h ticket support 

SLA: 
Developer: 8h 
Standard: 2h 

Professional: 1h 
Premier: 15 min 

24x7  ✓ ✓ ✓ 

Free  ✓ - - 

Phone  ✓ ✓ ✓ 

Chat  - ✓ - 

Ticket system or email  ✓ ✓ ✓ 

Forum  ✓ ✓ ✓ 

Knowledge base  ✓ ✓ ✓ 

Managed services  - ✓ - 

 Billing Cloud server billing period 

 1 minute  
10 minutes 
minimum 

hour minute 
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Billing per cloud server or 
account 

 
account cloud server cloud server 

License billing period 

 1 minute  
10 minutes 
minimum 

hour minute 

Currency  USD USD USD, EUR 

 Trial & Specials 

Free trial  ✓ - ✓ 

Money back guarantee  - - - 

Free entry level service  - ✓ ✓ 

 Third-Party 
Tools Support 

Rightscale  ✓ ✓ ✓ 

Scalr  ✓ ✓ ✓ 

 Provider 
Information 

Name 

 

Google Inc. Amazon Microsoft 

Address 

 

Googleplex, 
Mountain View, 
California, USA 

Seattle, 
Washington, U.S. 

1 Microsoft Way, 
Redmond, WA 

98052, USA 

Year founded 

 

1998 1994, AWS: 2006 
1975, Azure: 

2010 

Table 8 Feature comparison of cloud providers 

 

Resource Type  AWS instance Azure instance Google instance 

Standard 2 vCPU with SSD m3.large D2 v2 n1-standard-2 

CPU on demand $0.133 $0.114 $0.212 

per GB $0.017 $0.016 $0.028 

Highmem 2 vCPU with SSD r3.large D11 v2 n1-highmem-2 

CPU on demand $0.166 $0.149 $0.238 

per GB $0.011 $0.011 $0.018 

Highcpu 2 vCPU with SSD c3.large F2 n1-highcpu-2 

CPU on demand $0.105 $0.099 $0.188 

per GB $.028 $0.025 $0.104 

Standard 2 vCPU no SSD m4.large D2 v2 n1-standard-2 

CPU on demand $0.108 $0.114 $0.100 

per GB $0.014 $0.016 $0.013 

Highmem 2 vCPU no SSD r4.large D11 v2 n1-highmem-2 

CPU on demand $0.133 $0.149 $0.126 
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per GB $0.009 $0.011 $0.010 

Highcpu 2 vCPU no SSD c4.large F2 n1-highcpu-2 

CPU on demand $0.105 $0.099 $0.076 

per GB $0.027 $0.025 $0.042 

Table 9 Price comparison of  cloud providers (as on December 2016) 

 

5.2 Data Platform Providers 

Three of the main Hadoop distributions are Cloudera, Hortonworks and MapR. They provide tools to 

configure, manage and monitor Hadoop cluster.  

 

The similarities of the three Hadoop distributions: 

 All the three are based on Hadoop and their entire revenue comes in by offering enterprise ready 

Hadoop distributions. 

 All the three are all mid-sized companies with their premium paid customers increasing over time 

and with partnership ventures across different industries. 

 All three vendors provide downloadable free versions of their distributions but MapR and Cloudera 

also provide additional premium Hadoop distributions to their paying customers. 

 They have established communities for support to help users with the problems faced and also 

demonstrations, if required. 

 All the three Hadoop distributions have stood the test of time ensuring stability and security to meet 

business needs. 

 

5.2.1 Cloudera 

Cloudera is the best known player and market leader in the Hadoop space to release the first commercial 

Hadoop distribution (CDH). It comes to building innovative tools. The management console –Cloudera 

Manager - is easy to use and implement with rich user interface displaying all the information in an 

organized and clean way. The proprietary Cloudera Management suite automates the installation process 

and also renders various other enhanced services to users, e.g. displaying the count of real-time nodes, 

reducing the deployment time, etc. 

 

Cloudera offers consulting services to bridge the gap between: what the community provides and what 

organizations need to integrate Hadoop technology in their data management strategy. 

 

Unique features supported by CDH: 

 The ability to add new services to a running Hadoop cluster. 

 CDH supports multi cluster management. 

 CDH provides Node Templates, i.e. it allows creation of groups of nodes in a Hadoop cluster with 

varying configuration so that the users do nothave to use the same configuration throughout the 

Hadoop cluster. 

 Cloudera depends on HDFS and goes with the DataNode and NameNode architecture for splitting 

up where the data processing is done and metadata is saved. 

 

The advanced features of Cloudera, which are only enabled by subscription, include: 

 Quota Management for setting/tracking user and group-based quotas/usage. 

 Configuration History / Rollbacks for tracking all actions and configuration changes, with the ability 

to roll back to previous states. 

 Rolling Updates for staging service updates and restarts to portions of the cluster sequentially to 

minimize downtime during cluster upgrades/updates. 
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 AD Kerberos and LDAP / SAML Integration 

 SNMP Support for sending Hadoop-specific events/alerts to global monitoring tools as SNMP traps. 

 Scheduled Diagnostics for sending a snapshot of the cluster state to Cloudera support for 

optimization and issue resolution. 

 Automated Backup and Disaster Recovery for configuring/managing snapshotting and replication 

workflows for HDFS, Hive and HBase. 

 

5.2.2 MapR 

MapR Hadoop Distribution works on the concept that a market driven entity is meant to support market 

needs faster.  

Unlike Cloudera and Hortonworks, MapR Hadoop Distribution has a more distributed approach for storing 

metadata on the processing nodes because it depends on a different file system known as MapR File System 

(MapRFS) and does not have a NameNode architecture.  

 

Unique features supported by MapR Hadoop Distribution: 

 It is the only Hadoop distribution that includes Pig, Hive and Sqoop without any Java dependencies - 

since it relies on MapRFS. 

 MapR is the most production ready Hadoop distribution with enhancements that make it more user 

friendly, faster and dependable. 

 Provides multi node direct access NFS, so that users of the distribution can mount MapR file system 

over NFS allowing applications to access Hadoop data in a traditional way. 

 MapR Hadoop Distribution provides complete data protection, ease of use and no single points of 

failure. 

 MapR is considered to be one of the fastest Hadoop distributions. 

 

The advanced features of MapR, which are only enabled by subscription, include: 

 Advanced Multi-Tenancy with control over job placement and data placement. 

 Consistent Point-In-Time Snapshots for hot backups and to recover data from deletions or 

corruptions due to user or application error. 

 Disaster Recovery through remote replicas created with block level, differential mirroring with 

multiple topology configurations. 

 

5.2.3 Hortonworks 

Hortonworks provides a “service only” distribution model for Hadoop. Hortonworks is different from the 

other Hadoop distributions, as it is an open enterprise data platform available free for use. Hortonworks 

Hadoop distribution (HDP) can be easily downloaded and integrated for use in various applications. 

 

HDP is the only Hadoop Distribution that supports Windows platform. Users can deploy a windows based 

Hadoop cluster on Azure through HDInsight service. 

 

Unique features supported by HDP: 

 HDP makes Hive faster through its new Stinger project. 

 HDP avoids vendor lock-in by pledging to a forked version of Hadoop. 

 Focused on enhancing the usability of the Hadoop platform.  

 

HDP has a number of free and enabled advanced features such as: 

 Configuration versioning and history provides visibility, auditing and coordinated control over 

configuration changes, and management of all services and components deployed on your Hadoop 

Cluster (rollback will be supported in the next release of Ambari). 
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 Views Framework provides plug-in UI capabilities to surface custom visualization, management and 

monitoring features in the Ambari Web console. A “view” is a way of extending Ambari that allows 

3rd parties to plug in new resource types along with the APIs, providers and UI to support them. In 

other words, a view is an application that is deployed into the Ambari container. 

 Blueprints provide declarative definitions of a cluster, which allows you to specify a Stack, the 

Component layout and the configurations to materialize a Hadoop cluster instance (via a REST API) 

without the need for any user interaction. 

 

Below a comparison of above mentioned Big Data platform distributions is given. It important to note that all 

pricing information are for orientation only. Pricing depends on the specific requirements and is open for 

negotiation. 

 

Hadoop Distribution Advantages Disadvantages Pricing 

Cloudera Distribution for 

Hadoop (CDH) 

http://www.cloudera.com 

CDH has a user-friendly 

interface with many 

features and useful tools 

like Cloudera Impala 

CDH is comparatively 

slower than MapR Hadoop 

Distribution 

Various options: 

Basic core Hadoop 

for 500€/server/year, 

Enterprise (24/7) for 

6.5k€/server/year 

including Enterprise 

licensing for 

Cloudera Manager 

and Navigator 

MapR Hadoop Distribution 

https://www.mapr.com 

It is one of the fastest 

Hadoop distributions with 

multi node direct access. 

MapR does not have a 

good interface console as 

Cloudera 

Support (24/7) for 

4k$/server/year, up 

to 6k for support 

and license for 

MapR-DB database 

Hortonworks Data 

Platform (HDP) 

http://hortonworks.com 

It is the only Hadoop 

Distribution that supports 

Windows platform. 

The Ambari Management 

interface on HDP is just a 

basic one and does not 

have many rich features. 

Support (24/7) for 

3.5k€/server/year 

Table 10 Comparison of Hadoop Data Platform distributions 

 

 

  

http://www.cloudera.com/
https://www.mapr.com/
http://hortonworks.com/
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6 Conclusions 

This deliverable has presented the initial high level architecture of the Big Data Storage and Analytics 

Platform. The platform is established based on existing open-source Big Data technologies. A brief 

description of available solutions for each logical component of the architecture is presented.  

 

The first deployment of the platform is realized in a ramp-up phase on infrastructure. Based on hands-on 

investigation and provided experience, it is possible to select and orchestrate existing open source solutions 

to fully instantiate the platform.  The ramp-up phase deployment based on Hortonworks Hadoop distribution 

is hosted by TUK. This is an effective infrastructure for continuous collection of data from real production 

floors in Aluminium and plastic domain. 

 

For future deployment strategy, an initial investigation and comparison of different hosting solutions is being 

done by considering different deployment options such as on-premises, cloud/external provider or hybrid 

(combination of own & hosted). However, such decision is also heavily dependent on the infrastructure and 

data requirements based on the selected technical use-cases to implement in next development iterations. 
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Acronyms 

Acronym Explanation 

CDH Cloudera Distribution for Hadoop 

DFS Distributed File System 

FTP File Transfer Protocol 

HDFS Hadoop Distributed File System 

HDP Hortonworks Data Platform 

JVM Java Virtual Machine 

LDAP Lightweight Directory Access Protocol 

ML Machine Learning 

MQTT Message Queue Telemetry Transport 

NIC Network Interface Card 

NFS Network File System 

NAS Network Attached Storage 

RAIDS Redundant Array of Independent Disks 

RDD Resilient Distributed Dataset 

RDBMS Relational database management systems 

TCP Transmission Control Protocol 

TLS Transport Layer Security 

VLAN Virtual Local Area Network 
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